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University of Southampton.

19.10 Discussion Period

20.00 Concluding remarks
Professor John Uff

20.10 - 21.00 Wine and light refreshments.

Background

Every day people, companies and governments make risk decisions - "Do I travel by bicycle,
car, train or tube to the office?", "What percentage of my company reserves should be put
into equities versus cash deposits?", "What price should my company pay for third party
liability insurance?", "What resources should be allocated to preparing for a possible
influenza pandemic?".  How should such decisions be supported?  Can analysis of historical
event quanta and frequency and thinking about future scenarios aid the decisions?

The three speakers will consider these issues from their own perspectives including:

• Strengths and weaknesses of analytical tools for risk quantification;

• Risk assessment in engineering design;

• Pricing of insurance;

• Assessing risk for health and safety policy choices;

• Operational risk assessment.

Risks are frequently described in quantitative terms giving the general public, and perhaps
the non-specialist as well, the impression that measurement is a routine matter subject only
to the limits of accuracy.   This meeting will address the more fundamental questions of
whether risk can be measured at all and, when numerical values are derived, what do they
mean.
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Event Report

Introduction

The Chairman welcomed the guests to the splendid rooms of The Royal Society and
explained that the subject of risk quantification had fascinated him since being involved in
rail crash enquiries and a paper he had written on the significance of risk in engineering.

When speaking of risk, he said, we are all aware of the actuarial approach and statistics
which provide figures stating the chances, say, of being killed in a rail crash. However there
are cases where a decision has to be taken between two courses of action with potentially
different outcomes. In such circumstances the level of risk for each needs to be compared
and the only way to do this is numerically because the use of words is insufficient. Within
the large and significant insurance industry a great deal of their business can be dealt with
adequately using the actuarial approach. Nevertheless it often is required to calculate
appropriate cover for very specific and major events. The actuarial approach may lead to
riches but equally it could lead to ruin and is thus inappropriate. Three very distinguished
speakers will, this evening, provide interesting but different views about the question of risk
quantification beyond the actuarial field.

He went on to say that his own field of experience was within the Courts and the decisions
of Judges. They deal with risk every day and he sited the case of a cricket ball being hit for
six out of the ground causing damage and alarm. The Judge was required to rule whether
the cricket club had taken reasonable care to prevent the risk of this happening. A trivial
case maybe but this actuarial approach can be extended into much more serious areas of
causation such as the possibility of personal injury being caused from taking prescribed
drugs. In one case involving a brand of ‘the pill’ a great deal of expert evidence was given to
try to establish whether veinous thromboembolism in a group of women had been caused
by this pill. This after it had been found that the risk of such injury was twice that of other
pills and sensational advertising in the national newspapers. The decision handed down
was that it hadn’t because there was insufficient evidence to prove otherwise. However this
can be compared with equally high profile cases in America where the decision went the
other way.

The Chairman then introduced the three speakers and invited Dr Dougal Goodman to make
the first presentation.

______________________________________________________________________

A BUSINESS PERSPECTIVE

Dr Dougal Goodman, Director, The Foundation for Science and Technology
and Chairman, The Risk Group.
_____________________________________________________________________________

Dr Goodman opened by explaining that he was going to speak from a business perspective
about the quantification of risk, in particular about the interface between the practicing
actuary or risk manager and the managers of a business entity.

In his current work with the insurance industry many of the insurance managers are trained
as lawyers, they are not scientists, so there is an issue of how to communicate an
understanding of the risk to a management committee about for low probability/high severity



events. Whilst working for BP this was precisely the sort of risk that had to be analysed. An
interruption to the Trans-Alaska Pipeline System would, for example, lead to a significant
business interruption loss and, if oil escaped containment, a clean-up and compensation
cost.

He went on to say that he would first concentrate on the perspective of risk gained during
his work at BP and then would concentrate on an interesting insurance case following the
devastation caused by hurricane Katrina. He thanked Robert Muir-Wood of RMS for
providing images for this part of the presentation.  He started by acknowledging several
people (see slide) who he had worked with over the years.

He highlighted the cultural shift that has taken place in companies through the publication of
‘The Combined Code’ which puts an obligation on Directors and non-executive directors to
go through a comprehensive analysis of their risk exposures. The business cannot be
managed properly if there is not an adequate process for evaluating the risks, particularly
the low probability/high severity events. This has caused many companies to put in place
new processes for assessing their risk exposures.

If there is one message that the audience could take away it was that companies and
organisations should reflect on whether they are properly assessing and planning for low
probability/high severity loss events.

A Board must manage for both the most likely outcome and for the deep downside; that
downside which could ruin the company. Small and medium enterprises often fail because
as they grow they run out of cash. Typically they are doing very well; they are growing; they
are recruiting new personnel and getting more customers but the rate of spend and cash
flowing in get out of step and they run out of cash. They phone up the bank manager to
extend their loan but he or she believes the risk going forward it too high, does not renew
the loan and they fail.

Some deep downsides can be quantified such as the possibility of a liability claim; but some
cannot, for example the loss of trust of employees. The oil industry has had to deal with
outrage where the public’s reaction to an event may be much greater than anticipated. The
response by the public to the Exxon Valdez running aground in Prince William Sound was
such an example; there was a very large financial penalty when people stopped buying
petrol at Exxon retail sites. There may be a fire and explosion at a facility leading to
business interruption loss, the Company goes out of business because it can’t produce the
goods it has promised its customers. There may be a regulatory or tax change that comes
out of the blue and catches the company unawares.

All companies need to go through a systematic process of identifying what their low
probability/high severity exposures are. Risk managers can eliminate, manage or transfer
the risk. Rarely can the risk be eliminated but there are many ways of managing the risk; BP
ran a process to improve auditing the way the company was managed to ensure that the all
aspects of the management of safety were in place – good safety management equals good
management. They also checked that they were operating within the legislation. However,
regulations often state a minimum requirement and companies should strive to do much
more than this. Risk can be transferred and although BP decided to stop buying insurance
most small companies often have no choice but to insure. If any New Orleans company was
not insured it is likely to go out of business. Companies can also transfer their risks to their
suppliers, their customers or even the State. Banks in introducing pin codes are subtly
saying liability is now with the customer; if someone uses a card and pin code to withdraw



cash or make a purchase fraudulently the customer is liable whereas with the signature
method the Bank accepted the liability.

In thinking about these issues there needs to be a systems model in which to put all the
information together. While with BP an integrated model (slide 7) was developed where all
of the flows that went in and out of the group enabled the volatility of the cash flow to be
determined. For each of the flows the distribution of each element had to be understood.
For example oil price volatility was obviously very important so what was the future
variability of the oil price? What was the probability of some political change affecting the
business? This could not be quantified but a qualitative assessment had to be made. The
purpose of the model was to provide an integrated view of the Company. Very often
companies concentrate on one project rather than an integrated view of the whole business
portfolio. The object at the end of the day was to limit the downside of the cash flow.

As an example the Magnus Oil Field, in the North Sea, was constructed by BP and first oil
produced in 1984. Before Magnus was constructed the Board had to agree to invest more
than a billion pounds based on an estimate of net present value for the Field based on
forecasts of oil price, capital construction cost, and tariff through the pipeline. Magnus staff
were always proud that it came in within budget and on time. But soon after Magnus went
on line the oil price dropped significantly. This was a major risk to the group - the field
production was around 130,000 barrels a day, a significant income source for the Group. In
addition there was a risk with the forward production estimates from the Field. Production
estimates relied on a few exploration wells to estimate the quality and quantity of oil that
would be produced.  These estimates would only be confirmed when the field came on
stream. In the event the Magnus Field delivered what it was expected to deliver.

Having reviewed his experience with BP Dr Goodman then turned to discuss how an
insurance company manages risk. Insurance companies, he explained, receive money from
their policy holders as premiums which they invest. So the performance of an insurance
entity is determined both by the success of its investment portfolio and the balance between
premiums received and losses paid out. Criteria have to be set by management on what risk
return relationship is acceptable. The investment managers work together to invest the
capital and the underwriters decide what the allocation of the risk capital should be across
the various classes of business, e.g. more marine or more property etc. In order to limit the
deep downside, the insurance entity will buy reinsurance but that costs money. So the
management has to decide how much it is willing to pay out to limit the loss exposure. A
systems model approach is required to provide an integrated view of an insurance
company.
As an example Dr Goodman used a loss data set typical of the insurance industry; it relates
to industrial fire claims in Denmark from 1980 to 1991 to illustrate how losses are analysed.
It is typical of a portfolio of losses an insurance company would see. There are many, many
claims of a low value, and then occasionally a very large claim. It is therefore not a normally
distributed loss distribution. What is the most appropriate way to analyse a dataset of this
king? The key question is ‘What is the shape of the tail of the distribution?’ As stressed
previously one needs to know what the low probability/high severity events are likely to be.
The underlying loss process may change; small fire losses may be driven by one process,
large losses by another in which case they would not be members of the same distribution.
Two different distributions would have to be used to represent the extreme values. A way of
identifying whether some extreme values are outliers or whether they are members of this
distribution is needed. In order to quantify the exposure to the insurance entity one has to
parameterise what that extreme value distribution might look like.



One method that is helpful in thinking about the problem is not to look at the distribution of
the whole data set but the distribution of excesses above a threshold. A threshold line is
chosen and the question asked ‘What is the distribution of the excesses above this
threshold?’ The value of the threshold can then be raised and the distribution re-calculated.
This information is valuable for the following reason. In the tail the extreme values will
converge to a Generalised Pareto Distribution (GPD). Log normal or some other distribution
may fit the data as a whole, but as one moves out, it moves, for extreme values, towards a
GPD. Just as in the Central Limit Theorem distributions tend towards a Gaussian
distribution in the limit. This process enables one to identify the parameters for the shape of
the tail independent of what is happening to the more frequent smaller values of the
distribution. This has two convenient properties, the first being that if the data is following a
GPD then a plot of the mean excess versus the threshold will be linear. So if there is a
change of process this can be detected by a deviation from the linear plot.

The second property of the GPD is that the shape parameter that defines the distribution is
constant as the threshold is increased. For the Danish fire data it is not constant for large
values but for larger values there are fewer and fewer data points as shown on the chart.
Once the shape parameter and location parameters are estimated a forecast can be made.
Taking the estimated parameters a line can be drawn to determine a theoretical estimate of
the distribution (Slide 16). From the theoretical estimate a judgement of the price an entity is
prepared to pay to transfer the risk into the market can be made. The same principles apply
for company management if the team is estimating the low probability/high severity events
for an integrated view of the Company’s cash flow in the way described for BP or the
Insurance Industry.

In answer to the question ‘Can risk be quantified?’ in some cases it certainly can be and the
business cannot be managed properly unless the risk is quantified.  Management of the
business requires an integrated model of the cash flows of the business.

Consider natural catastrophes, there is a global insurance market for providing protection
against such events as windstorms; earthquake, volcano, tsunami; flood; and others such
as forest fire, heat waves, cold waves etc.. The London insurance market plays a key role in
providing insurance cover for such events and consequently events such as hurricane
Katrina have had a major impact on the London market.

Slides provided by RMS show how the modelling companies, which support the Insurance
Industry, are able to look at the specifics of the potential impact of a windstorm. The spots
on the slide represent the track of the hurricane. From the wind speed analysis the potential
aggregated loss is calculated. There are some very sophisticated modelling programmes
available and this one just represents the model for the whole of the affected region
showing the residential loss cost for wooden frame buildings. There is an amazingly detailed
modelling process in which the losses are estimated down to the address code. A typical
model looks at the construction of the building and assesses, for a given wind speed and
direction what its vulnerability to damage is and if damage occurs what the potential size of
the loss is likely to be. So an insurance company can look at their portfolio, knowing the
address codes of the policy holders, and use the model to tell them what the estimated
aggregated exposure for a particular event. So immediately hurricane Katrina went through
Louisiana all the Insurance Companies had to announce what they expected their loss to be
and they had to turn to the loss modelling companies. In cases like this, insurance
companies could not operate unless they make a reasonable estimate of what their
aggregated loss might be. They would not take on this exposure if they didn’t make an
attempt to do that.



One of the critical issues on the debate about hurricanes is the frequency of the hurricane
arrival off the coast of the US.  Records since 1851 are depicted on the ‘Time Dependence’
slide which shows, over time, that there has been a wide variability of the number of
hurricanes arriving. Companies have to assess the frequency and magnitude expected.
Work was funded by TSUNAMI, an initiative funded by a consortium of insurance
companies, to forecast the frequency of hurricanes crossing over the land in the US by
Professor Mark Saunders at UCL.  Professor Saunders forecast earlier in 2005 that there
was likely to be a higher number than normal of hurricanes crossing the coastline in the US.
Also Kerry Emmanuel from MIT published a paper in Nature (Emanuel , K. A., 2005:

Increasing destructiveness of tropical cyclones over the past 30 years. Nature, 436, 686-
688) on the relationship between sea temperature rise and an increase in hurricane
strength.  He showed how sea surface temperature was changing with time in the Gulf of
Mexico and the correlation with hurricane intensity. So a key issue for the insurance
company is how to take the historical data of losses and project it forward incorporating that
time dependence.

Bringing this all together, in order to develop the overall loss model, historical loss analysis
may be used as well as address code information, factor analysis e.g. sea surface
temperature, and these models are then used to develop an insurance programme. The
level of the insurance purchased depends on the risk appetite of the company. If the
company has low reserves it will be more likely to buy insurance.

In conclusion:

• The Combined Code challenges quoted company managers to think harder about
possible low probability, high severity losses;

• The Combined Code principles should also be applied by SMEs and medium sized
unquoted companies;

• What gets measured gets done – all companies should have processes in place to
quantify risk exposures;

• But forecasts are not deterministic; the uncertainty of forecasts should be recognised.

             



             

              

              

              



               

               

               

               



              

              

              

              



_________________________________________________________________________
_

RISK EVALUATION IN ENGINEERING STRUCTURES AND SYSTEMS

Professor Michael Baker, School of Engineering and Physical Sciences
University of Aberdeen
_________________________________________________________________________________

Professor Michael Baker opened by explaining that he would be talking about detailed
aspects of risk assessment for engineering structures and systems, asking such questions
as ‘Can we use actuarial information or, if we are dealing with new, unique systems, how do
we arrive at the likelihood that there will be a failure, always assuming that nothing can be
perfectly safe?

As with the two previous speakers, Professor Baker stressed the importance of defining risk.
He would use expectation of consequences as his definition and whether additional
measures were needed as well was, he felt, an important topic for discussion. The question
of model uncertainty is most important and he did not believe that the use of real historical
data on failures to predict the future was valid. In many areas there are too many accidents,
true of construction sites, and there is a need for models for engineering calculations. The
models used, for example, for whether a dam will be topped by a storm surge, or whether a
large structure will fail under an earthquake, these events cannot be repeated because they
are a heterogeneous population and not a homogeneous one. So failure statistics are very
much a mixed bag and there is a need to undertake engineering calculations to predict the
risk i.e. the likelihood of an undesired event happening.

There ought to be effort over the next few years to arrive at a consistent set of definitions for
hazard and risk. However at the moment there are various definitions and to try to explain
the one he will use, Professor Baker started with something extremely simple. The model he
explained started with some physical hazards, and in most engineering systems the physical
hazards are there more or less all the time. In the petro-chemical industry for example there
is oil, gas, substances under pressure, toxic materials. These hazards may or may not lead
to accidents or failures which in turn may lead to undesired consequences. An expanded
example could be a vessel containing a toxic substance and under high pressure. The
model is that high pressure leads to vessel failure, the toxic substance leaks and that is the
undesired consequence. It could be the other way round where the explosive force of the
vessel causes most of the damage and the substance is not very toxic or a third scenario
could be that the toxic, corrosive substance interacts with the high pressure system leading
to failure. There are many examples of all these situations in the literature.  If the risk and
safety of an engineering system is to be predicted one has to have a clear picture of what is
likely to happen and there may be a complete spectrum of failure events. One way of coping
with this is to look at hazard types rather than each hazard. A list of 10 types was shown
with a single example of each alongside. The list of types is relatively small. The reason for
this classification is the type of preventative measure one would want to take and the types
of failure modes one will get will be very much dependant on the hazard type.

Looking at risk, for the high consequence low frequency events there is no point talking
about failure frequency. Engineering design and assessment is usually dealing with unique
systems. So, for the purposes of this evening, risk will be taken to be the mathematical
expectation of the failure consequences in a specified period of time – e.g. one year, or the
system’s nominal lifetime. What would be the failure consequences? This can be quite clear
and the idea can be highlighted with the vector diagram (Slide 7). When things go wrong



there isn’t just the question of financial loss, there are likely to be fatalities, serious injuries,
long term health effects and environmental effects and although these do cost money there
is also the loss of reputation of those concerned. There is a temptation to put a financial
valuation on all these and come up with an integrated number, but it is helpful if they are
kept separate because different solutions might result in fewer fatalities but increased
environmental effects, or the other way round, so better decision making on what is a
sensible design option can be looked at by keeping the risk sources separate. A photograph
of Piper Bravo was shown because it describes the challenge the analyst might have in
doing a risk assessment. Thinking of the possible failure modes at this early stage of
installation, there may be collision damage, storm damage, and long term degradation of
the structure through fatigue and fracture, or various other failure modes. This is a unique
installation and therefore inappropriate to refer to failure rates. Therefore, for a unique
system, what is meant by reliability, or the probability of failure? This can only be answered
when looking at the uncertainties in the assessment. This table (slide 9) shows an idealised
classification of the uncertainties. Initially in the post design pre construction period of a
unique structure there are basically two types of uncertainty. There are the variables related
to the structure, materials etc, and those due to external forces such as extreme storm
conditions. So there are the random aspects, the aleatory uncertainties, and the lack of
knowledge, epistemic, uncertainties. At this stage when the structure has been designed but
doesn’t actually exist, both of these types of uncertainty are present. There may be a
system where, on a very simple structure pre construction, only the random parts are known
because the materials are known to have a specific probability distribution then there is no
epistemic uncertainty. There are a variety of systems which can be analysed this way as
shown on slide 11. This has implications for the way the likelihood of any of these failure
modes will occur. Going back to Piper Bravo, although the mathematical model shown is not
of Piper Bravo but of a different structure, this is the result of some analyses showing what
is currently possible. The dark line shown in the middle of the rig was assessed as the
structural component most likely to fail under a wave loading from a particular direction. The
graph alongside illustrates that in that position one component has failed and β is a
reliability index which can be interpreted as a probability. So this is an assessed likelihood,
an assessed probability that the single component would fail. There is no way, using
statistical data that one can come up with that information. Looking at the consequences of
that failure, they are very small indeed because if it is overstressed in tension it probably will
not even be noticed. If it is overstressed in buckling then the consequences could be more
severe. So technology allows us to plot the improvement in reliability, in other words the
reduction in the likelihood that this sequence of members would fail. Eventually of course as
more and more members fail we get complete structural collapse. This is a probability based
push over analysis, commonly used nowadays, showing a typical failure sequence showing
the reliability indices which can be interpreted as probabilities, and from left to right the
numbers increase showing the relatively lower likelihood of getting more and more damage.
The bad news is just one of many thousands of possible sequences which need to be
computed and taken into account when assessing the overall reliability but technology like
this shows that the assessed probability that these events will take place can be computed.
Looking at another unique system, this is a tension leg floating platform where the legs are
moored vertically down to the sea bed.  Slide 19 shows the complexity of the structure, it
gives an exploded view of just one of the columns. Many small cracks were detected during
fabrication and the task was to determine whether these cracks would grow sufficiently
during the lifetime of the installation to cause failure. Without the ability to use statistical
data the only course of action was to use mathematical engineering models to predict how
the cracks present would grow to a stage where they will cause failure. Slide 20 shows a set
of results, time in years is plotted against probability of fatigue followed by fracture. As can
be seen in the early stages the probabilities are pretty insignificant, in the order of 10

-10
,

down to about 1 in 10 after 20 years. The calculations are based on assumptions about



initial crack sizes and material toughness, δ on the slide represents crack tip opening
displacement (CTOD) values. So depending on how big the crack is and how tough the
material is we get different answers and answers may well differ by several orders of
magnitude. Uncertainties can be integrated out to produce a single estimate of the
probability. Hence the reason for using the definition of risk described earlier, the expected
value, by integrating out all the uncertainties. A model was illustrated where random inputs
into the mathematical calculation cold produce an output which might be a response, a
deflection, a stress or a load which might cause collapse. The two dimensional example in
the next slide for computation of failure probability can be used where there are hundreds of
random variables and where we are dealing with a multi-variate space. Mathematically the
reliability index β is shown in this form, the mathematics behind it can be found in the
literature.

So why is the reliability assessment of existing structures fundamentally different   from
reliability-based design? The main reason is that once the structure exists a lot of the
randomness goes; it is simply the values that we don’t know. So the modelling of the
uncertainties has to be different, there are model uncertainties; the probabilities need to be
interpreted differently because it is either going to fail or not in the next period of time, there
is the possibility of reliability updating and the follow-up decision making may need to be
different. For an existing structure with known structural properties, and properties that
deteriorate at a known rate, the assessed probability of failure in a specified time interval
under a known load is either zero or unity. This is a bold statement but true, the problem is
we don’t know the material properties and we don’t know the demands. But clearly as more
information is obtained there is the opportunity to update the reliability. So the assessed
failure probability may change dramatically as new information becomes available even
though there is no physical change to the system. This is a reality that can’t be escaped.

Why is a risk assessment and reliability analysis necessary? Certainly not to come up with a
probability, say 10

-3 
or what seems comfortable. The real reason is to improve decision

making. So as probabilities change, as we gain new information, it should lead to changes
in decision making. The diagrammatical representation shown in slide 29, a more
complicated version of the similar diagram seen earlier, shows both primary and secondary
responses. The secondary responses which we can measure might be vibration, an amount
of cracking, or it might be the deflection of a bridge. That information can be fed back to
improve the estimate of the primary response. This reliability updating is illustrated in slide
30 by the fact that if the observed response exists on the line defined as M2 and M2 = 0 then
the probability is that M1< 0 so we are reducing our sample space by taking more
observations. Putting this theory into practice in the laboratory we first looked at an example
of failure due to fatigue. The test is on a single specimen showing variability in crack growth
rates which led to this plot of crack growth rate against stress intensity.  The normal model
for crack growth rate is linear, the Paris Law, but in reality under very carefully controlled
experiments it is deviating significantly from the Paris Law relationship. We have a choice of
using, either deterministically or probabilistically, a linearised version of this – as theory
would tell us – or we can use this more refined model. Another find from this work is that the
big scatter seen a few moments ago if we look at fairly long increments of crack growth it
tends to disappear; it is crack growth increment to crack growth increment that is causing it.
What we have got now is a number of curves, not straight lines but they can be
approximated to it, which tend to go through a single point. In terms of reliability updating for
fatigue if we can detect which of these curves we are on, we have a new way of predicting
how long the system will last. Drawing this to a conclusion, slide 36 shows the cumulative
cycles to failure along the bottom against probability, so it is not dissimilar to the earlier
curves. If we had perfect knowledge we have the red line where we know it is safe up to a
number of cycles, it then jumps to 1 as failure takes place and because we did the test we



know exactly the number of cycles where that happens. If we use conventional theory with
probabilistic inputs we end up with the blue curve which tells us it is unlikely to fail before 1
x10

5 
cycles but may survive up to 4 or even 6 x 10

5 
cycles, so there is a big uncertainty.

Looking at what happens as we bring in information about crack growth rate in the early
stages. We see the curves are tightening up depending what models we use. If we use the
best update, a third order reliability model, then the uncertainty about the number of cycles
which will lead to failure is considerably reduced by obtaining more information and using
better models.

Changing to example two, there have been big problems in the UK about strengthening
highway bridges because they are deemed to be unsatisfactory because they don’t meet
the design requirements. Many of the bridges appear in practice to be perfectly satisfactory
and shear failure is a very uncertain phenomenon. So in a similar way as the fatigue
specimen was looked at some laboratory examples of bridges were monitored in shear.
Technology has been developed for through thickness displacement and stiffness
measurement which can be used at low levels of load to detect whether or not shear
cracking is taking place. So that can be used to update the reliability predictions for existing
systems. So in shear the model uncertainties are very big, but with crack monitoring the
reliability predictions can be updated. For an existing engineering structure the use of
additional information can be used to improve predictions and thereby change the risk
estimates.

Going back to the offshore industry, in addition to believing the absolute values of the
probabilities calculated, what is useful to look at is the relative risks associated with different
types of failure events. Blowouts, originally believed to be important are relatively
unimportant. So if a consistent risk assessment is undertaken it will focus attention on where
remedial work or research needs to be carried out.

In conclusion:

� Risk analysis requires an assessment of both the likelihoods and consequences of
engineering failures.

� The calculations that are performed must be related to the decisions that need to be
taken.

� Distinction must be made between the assessment of specific engineering systems
and broad populations.

� Reliability analysis provides a powerful tool for failure prediction.
� Applications are almost limitless.

         



           

          

          

          



          

          

          

          



          

          

          

          



           

           

           

           



           

           

           

           



_________________________________________________________________________

SOME IMPLICATIONS OF ‘RISK EFFICIENCY’ FOR MEASURING RISK

Professor Chris Chapman, Emeritus Professor of Management Science, University of
Southampton.
________________________________________________________________________________

Professor Chris Chapman opened by explaining that the key issue he wanted to address in
his presentation was the way the concepts ‘risk’ and ‘uncertainty’ are defined and
understood. The way they are defined has a profound influence on how each is measured
and why. He went on to suggest that his definitions may not be the same as most people in
the room would be used to but hoped they would find it interesting to put a slightly different
perspective on the subject. The key framing assumption is that we can measure whatever
we want to provided it is useful to do so. Provided subjective measures are acceptable, this
should not be at issue. Some may not agree with this, but it is widely believed to be a
sensible way to proceed, and it is hoped that this will be demonstrated in some of the
examples that follow.

Project risk management is where I do most of my work, he said. I have also looked at
issues to do with hazards, strategic management, insurance, and so on, but principally
where I am coming from in the origin of my thinking is managing commercial and technical
risks in terms of projects.

Although there are lots of definitions to choose from, the following are those chosen as
being the best ones to deal with all of these circumstances:

‘uncertainty’ is defined as ‘lack of certainty’, and
      ‘risk’ is defined as ‘possible departures  from expectations which matter’

The key implications for using those definitions are

• we can manage uncertainty first in terms of expected outcomes, then risk second in
terms of departures from expected outcomes. This helps to ‘keep it simple’

• uncertainty embraces ambiguity as well as variability in a technical sense. For
example, the outcome of a project may be extremely dependent on how clear the
contract is and whether all the parties understand it.

• opportunities can be important as well. For those interested solely in Hazards this
may seem an unimportant issue but managing things commercially means you get
into taking risks for commercial advantage and you need to manage the opportunity
side as well as the other including e.g. good luck which can be quite important. For
example if you are blessed with good weather in successive activities can you bring
later activities forward to capitalise on the good luck? If you don’t you lose it, and if
you are consistently losing your good luck only the bad luck is realised, ratcheting out
the project duration and cost. So managing good luck is quite important because, if
you don’t, all you get is bad luck.

• measuring uncertainty is feasible to the extent that it is useful is an important notion.
You can roughly size the variability due to inherent uncertainty and due to ambiguity
and ask where does that leave me?

• we can consider downside risk in terms of risk efficiency, central to good risk
management, and really the focus on what I am going to say. Risk efficiency is about
maximising expected performance for an appropriate level of risk.



The risk efficiency concept was developed initially in the context of what is called portfolio
theory by a man called Harry Markovitz. It is developed principally for use in economics and
perhaps not widely understood by engineers and scientists. It is not used much for risk
management outside the management of portfolios of stocks and shares where it is central.

Risk efficiency is the basis for choices where uncertainty and risk are involved.  Three
examples will be used to illustrate this. The first is a very simple example, dealing with a
failed photocopier. It needs to be replaced quickly for obvious reasons. The obvious choice
is to replace it with the same model from the same supplier. However, a more sophisticated
machine is on the market from that supplier, and for due diligence purposes another
supplier should be looked at too. A quick estimate has to be made, and a choice selected.
The decision has to be justifiable in case the decision is questioned. The price of the
machines and the cost per unit time to run them is known and the cost per copy can be
calculated. However an estimate is needed of the number of copies required over the next
few years in order to quantify the decision. The only uncertainty is the number of copies per
year. The slide shows three curves, A, B and C. If the old machine is replaced with an
identical one and the cost plotted a curve like A might be obtained. Making an estimate of
the lowest credible estimate of the number of copies needed gives the bottom plotted point.
The largest credible estimate of the copies needed gives the top point. So the variability is
determined by the cost per copy and the slope is determined by that. The expected
outcome, because the line is linear for simplicity, is the mid point. If the same estimating
process is used for the other two copiers curves B and C might be obtained. The concept of
risk efficiency would indicate the obvious choice is A. It is risk efficient because it gives the
lowest expected cost and the lowest risk, indicated by the curve being entirely to the left of
the others. If A is not available and a choice has to be made between B and C, B has the
lowest expected cost but it has more risk. The curves cross, so the cost could be higher, but
the lower expected cost is probably more important. Given the risk is not high, it would be
better to go for B because of the lower expected cost.

A more practical, realistic example relates to the Magnus Project. On the first pass of the
analysis an activity called a hook up was identified. The platform is in place and the pipeline
is laid up to it but you have to join the two together. This is the hook-up. The plan called for
a 1.6 metre wave height barge to make the connection. It was targeted for August, but the
activity took place after many other activities and there was plenty of opportunity for
accumulation of delays making hook-up possible later in the year. This meant that weather
conditions would be such that there would be severe problems with a 1.6 metre barge. A
10% chance of losing the season altogether due to the accumulation of delay and bad
weather was also estimated with a consequent cost in the order of £100 million. So there
was a severe risk which had to be catered for. Data was used where it was available e.g.
wave height data and specification of the barge, reasonably objective. But in other areas
there had to be subjective assessments. For example, we had the number of buckles that
occurred in pipes but were advised that the data was old and that improvements since
meant that the data should be divided by about 2 to get the probability. This was a
subjective judgement, but it was clearly a much better basis for judgement than the raw data
based probability. What the curve on slide 7 showed was the long tail for the 1.6 metre
barge. The suggestion of a 3 metre barge brings the curve back and makes it much steeper
because basically you can cope with the bad weather if you run into it. What interested the
Board was that this change in decision, taken to the Board as one illustration of a change
made to the base plan as a consequence of the Risk Management process. What it says is
that if you go with the 3 metre barge you not only avoid the risk attached to the tail, you also
lower the expected cost by about £5 million. You improve risk efficiency by lowering the
overall risk and the expected cost simultaneously. That led to the decision by the Board to
make the process mandatory for all projects world wide henceforth. Professor Chapman



argued that was the central reason for managing risk i.e. making decisions that are better.
Also important is using expected values to make choices with appropriate trade offs for risk,
and seeing that decisions are taken at the right level. The overlaid cumulative curves are the
best way to consider tradeoffs.  He then showed a slightly modified example to demonstrate
that if the numbers had been a little bit different the result shown on slide 9 might have been
obtained instead. That is to say the expected cost using the 3 metre barge would have been
higher than for the 1.6 metre barge but with lower risk. It then becomes a choice for the
Board to decide whether they would prefer lower risk with a higher expected cost of say £5
million or accept a higher risk and save £5 million. Most people when confronted with such a
trade off would say a 10% risk of an extra £100 million does not seem that attractive if you
can lose that risk for £5 million. However, an adventurous Board might say we know a
project like this can double in cost because that is the nature of such projects, and we form
partnerships to cope with that level of risk. Having set up these partnerships, it is not cost
effective to dodge a £100 million risk in order to save £5 million. This is because every time
we do so it adds to the bill. If we want maximum expected profit within the range of the risk
we can take we have to be quite aggressive on risk taking. This was the message of a
programme undertaken with IBM UK a decade or so ago,  getting everybody in the
organisation to understand and quantify risk in order to take more risk, not less, on each
individual project. If they did not do that (get cheaper, lighter on their feet and faster) they
would be running the risk of going out of business altogether. An important message in all
sorts of decision making is that understanding risk efficiency at a corporate level as well as
at lower levels is crucial, for a variety of reasons, the need to make trade offs being of
particular importance here.

To finish, Professor Chapman showed a risk efficiency boundary diagram (slide 11) to make
a few points. First, the fact it is a circle in terms of the feasible solutions comes from
Markovitz’s measurement of risks in terms of variance. If you use a more general definition
of risk then it might be preferable to think of the vertical boundary line going on up to infinity
and the horizontal boundary going on to the right, in other words the diagram would not be
bounded on the high side. What matters is the efficient part of the diagram at the bottom.
The idea is that you can chose the way you do things, whether building a pipeline or running
a railway, which have different trade offs, different amounts of expected outcome (if cost is
your issue) for various risk levels. If you are trying to minimise expected cost then the best
solution you can expect to get is point G, but that involves relatively high risk or variability. If
on the other hand you want to minimise variability or risk then the solution would be more
like point C. The risk efficient boundary is that part of the curve between C and G. The risk
efficiency idea is that first you should be on that boundary and secondly you are on an
appropriate point on that boundary. Referring back to the BP barge project, before they did
their study they might have been at a point B. What they chose to do was move to the
boundary, perhaps to a point E to reduce risk and expected cost simultaneously, but they
might have made a slightly different choice moving to G for example. All decision taking by
competent organisations is aimed at moving from point B to more efficient points. For a
variety of reasons it is useful to think of that as an opportunity region, that is it is not all
doom and gloom in risk management but includes actually trying to find opportunities, better
ways of doing things either the way risks are handled or better ways of recognising
opportunities and seizing them. It is unreasonable to think of people being incompetent if
they move from one solution to another within the opportunity region. There is an issue of
incompetence if, due to bad management they operate in the incompetence region.
Interpreting the diagram in a hazard context, comparing the safety definition of risk with that
previously defined Professor Chapman concluded by asserting that estimating and
managing expected outcomes is not enough; departures from expected outcomes matter;
there are often tradeoffs between these measures, as well as between attributes; optimising
expected outcomes ignoring variability is a high risk strategy; hazard management needs to



reconsider the definition of ‘risk’ and ‘uncertainty’? and finally, if you do so, distinguishing
targets, expectations and commitments becomes an issue. Railway safety for example
might have an expected annual fatality rate of say 6 but in any one year it might be 2 or it
might be 15. Commitments made need to include a contingency and will generally be a
higher figure than that for expectation. Targets on the other hand should be aimed at
improving on the expected figure and will generally be lower than the expected figure. Clear
understanding of the difference between these three values is absolutely essential.

      

      

      



      

      

      



_________________________________________________________________________
_

OPEN DEBATE
_________________________________________________________________________________

The Chairman thanked all the speakers and then invited questions and comments from the
floor. Philip Thomas from City University, London, provided information on work being
carried out at the university. He said that they had been looking across industries at how
regulation had been achieved, particularly the question ‘How safe is safe enough?’ Also how
much money you should spend to achieve it. They have devised a way of doing this which is
independent of subjective opinion. It is based on a life quality index which in turn is based
on national averages on quantified figures for average income, life expectancy, and work life
balance. On that basis a judgement is made on how much ought to be spent on health and
safety measures so that life quality is enhanced and not diminished.  The variable J (for
judgement),ie the ratio of the amount that is being spent divided by the maximum that
should be spent, has been normalised so that the J value for any health or safety scheme
should be

       

no more than unity.  So if you have a J value of 0.1this is acceptable, if J = 1 then this is the
limit of acceptability because the cost is exactly benefited by the safety benefit, this is called
the risk averse position.  However if J > 1 then overall, as far as society is concerned, there
are net dis-benefits, for example, if J = 2 you are spending twice as much as you should be.
This technique enables you to look right across all industries, and at various ways of
presenting risk. You will see that the off-shore oil industry is penalised because they have to
spend more than is necessary presumably because the regulator thinks that offshore oil has



       

plenty of money.  The nuclear industry is a little bit variable; the rail industry comes out
almost exactly as the risk averse position, ie J =1 but NICE is actually being restrictive in the
amount of money it is allowing the National Health Service to spend.  Those figures are
what the regulators are recommending but what happens in practice is extremely different.
Looking at the detailed figures, recent proposals for train protection systems have, in our
opinion, all been rather expensive. The European Rail Transport Management System is
extremely expensive and has not been implemented. Looking at some of the things NICE
are doing as far as drug evaluation is concerned, one sees that evaluation of drugs for
breast cancer have tiny J values but have still been passed before the committee when they
never should have been, they should have been waved through.  We are talking about
expenditure of £6,000 for a life extension of six months. This is incredibly cheap.  There are
some other strange decisions – the early countermeasures for BSE and CJD were fairly
sensible, the more recent ones are incredibly expensive with J values well into the
hundreds.  Those are mirrored in the nuclear industry where we looked at BNFLs effluent
treatment plant for Techneseum ’99 – again spending hundreds of times more than they
should have been to bring a tiny benefit.  The government, directed by the environment
agency, is spending an absolute fortune to prevent the slight possibility of somebody
contracting cancer but if you’ve got breast cancer already it’s not going to spend very much
at all.

Q – Thinking particularly about reservoir safety, about thirty years ago I was the person of
safety inspections we had to quantify it, and we put different risk categories based on some
of the examples already quoted – loss of life in the community, top risk category which
justifies taking into account the maximum flood and is worth spending money on but at the
bottom end if a disaster occurred and the dam failed, then you would only have some
localised financial problems of no great significance and therefore you are prepared to put
up with a far higher risk so you only design the system for a much lower flood outside this,
there is the situation where the effect of the flood has some more damaging things and the
effect of a drought which is the opposite of it has equal effects. Has the Water Authorities
provided enough reservoir storage Mr Chairman, you may remember Yorkshire, ten years
ago.  Where we were both involved and in fact Yorkshire had provided enough storage but it
was in the wrong place and they had not built the transmission systems to provide water
where it was required.  I think it brings in the uncertainties being attached to the risks and
therefore is quite a useful analogy in that respect.

Q- The thing I wanted to draw attention to is that the speakers all defined risk in quite
different ways  The third one looked at the expected value and called that risk, the second
one was talking about variability, I interpreted this as variance, perhaps wrongly.  The first
one, on the other hand was looking at the tail end of the distribution curve where there was



a very small probability of a very severe outcome – one might interpret that as being a
skewed distribution.  I therefore ask Professor Chapman whether he saw his variability as
incorporating more than one aspect of the shape of the distribution, does it incorporate the
third moment, the skew, as well as the variance.  Is it perhaps multi-dimensional?

A- Yes, it does and that is the reason that I argue that graphs are more useful.
The basic Markovitz model looks at expected values and risk measured as variance.  The
problem is that it does not look at skew – the easiest way to cope with that is to look at the
whole shape of the distribution.  That lets you look at second, third fourth and other
moments.

Q- I was interested in Dougal Goodman’s arguments for business survival requiring a
valuation of downside – Chris Chapman tried to apply the same arguments to society – I
would like to question that.  If you applied the same thinking to survival of society then all
the risks we can consider short of total war are going to be rather small and there is no
question that society is going to be affected as far as their survival is concerned.   So, as far
as looking at it from the political point of view – life expectation would be quite sufficient.

A- Chris Chapman disagreed.  He thought you have to look at both expectations and
variability because part of it is to do with public perception and part to do with fairness of
systems. Using railway systems as an example, you might have one solution for running a
railway where you might expect to have 20 fatalities per annum.  A different solution might
lead to a different expectation – lets say you might expect to kill more people but it might be
more stable.  People can see a difference in whether you kill 10 people every year or
whether every now and again you kill 100. People require different levels of safety in
different areas. If you look at the levels of safety on commercial fishing vessels, which
people are prepared to tolerate, they are actually high levels of risk.  There is general
consensus amongst the people doing that job is that this is satisfactory. The reason for this
is that they have a lot of trust in the people they are working with, they think they understand
the risk and there are commercial reasons for taking that risk.  Safety on board an airline
however is quite different – primarily because you have no control of the risk , if there is an
accident it is a very spectacular accident – it is quite different from the levels of safety you
expect on the road.  These differences in perception are quite important and I think the
variability is quite important.  I think there are moral issues as well and that can get quite
complicated and there are issues of compensation because if you make certain choices that
may be better on average for people but some people are going to be unlucky then you may
need to think about the ethical and legal complications there.

Dr Goodman added that the reason he was focusing on the tail was not because he didn’t
believe one should calculate the expected value – you’re going to do both, but the purpose
of my presentation was that more attention should be given to the tail of the distribution.  In
the company, we focused on value – everything was driven by value.  We were comparing
projects in terms of value normalised by net present costs – because you wanted a
dimensionless measure.  At the same time we had to think about what those local low
probability - high severity events were in making the choice.  The environment agency is
reviewing the Thames Barrier to decide whether significant sums should be spent in
upgrading or replacing the barrier – At some point ministers will have to make a choice, a
binary choice, either yes or no. They need to be provided with arguments in a framework
where they can understand when they say ‘Minister this is a 1 in 2000 event’.  Most board
members can’t relate to what that actually means.  What I was trying to emphasise was the
relationship between the analysis and the decision making process and the role that people
that work in that interface play in interpreting what that analysis means.



Q In the Royal Society report of 1992 it was suggested that risk to a greater or lesser extent
was subjective in nature. John Adams very recently in an article in the New Scientist also
said there was no such thing as objective risk. If it’s subjective we all make assumptions we
all have values that we translate into our analyses. Therefore on this argument we would
expect different people to come up with different values for the same risk. On this basis who
are we supposed to believe?

A – Professor Baker entirely agreed that it is subjective. When you are assessing individual
systems or individual rail networks you have a unique system.  My response is to say the
risk assessment should be based on all the knowledge you have to hand at that time and to
make decisions based on all that knowledge which is integrated in the most respectable
way. You can’t do better than that but with further information you might make a different
decision.

Professor Chapman added that if there is a difference in the state of probabilities you have
to look at the quality of the process used to arrive at that and the quality of the judgement in
law.  To give an example, the Treasury now has the system of looking at public sector
estimates of costs and adding an optimistic bias factor to it which is based on statistical
analysis of past projects in terms of their output.  The fundamental problem is that it ought to
be adjusted for the quality of the risk management process used to produce the estimate
and there is no real guidance on how you can do that.  There needs to be an understanding
that any estimate in a sense is objective and its quality can be looked at in terms of the
quality of the experience and the quality of the processes and the internal consistencies and
while that may be uncomfortable that is the nature of the game.

Dr Goodman agreed but added that there was an issue of how you set up the frame work
for the conversation, there maybe elements of subjective judgement and elements of
quantification. You must have the right framework, however, so that the discussion takes
place. We called it overviewing the information.

Q. Three quick points – first on the difference between managing for expectation and worse
case, Howard Wilson once said “if you haven’t got a job unemployment is 100%”; manage
for that person not the average. Second what worries me about the J value description is
that we must not get into the habit of thinking that safety is separate from normal
management. What prompted me to think this was the two railway system examples both of
which can be justified on commercial grounds so if you take that into account you actually
have a negative J value by the definition given earlier i.e. they save money. Thirdly taking up
the Chairman’s opening remarks I’m very worried about the disconnect between the legal
process and the kind of analysis we’re hearing tonight; the Judge who would not admit a
Baysean worksheet to the Jury for them to understand how to interpret DNA evidence; the
mistaken understanding of the probability of two cot deaths in one family; and a very famous
and dreadful case in which a person failed to get damages for medical negligence because
he only had a 20% chance of recovery anyway so the fact that there was a mistake by the
Doctor meant he had not lost anything because 20% is less than 50%. The fact that the
judicial process has great difficulty with ‘probability’ makes it difficult to incorporate this kind
of analysis when it comes to formal matters.

Q. Addressing the original question ‘Can risk be quantified? I would prefer to ask Can risk
be quantified accurately? These are two subtly different questions. If I insure my house
against fire I am charged a premium by my insurance company which, shall we say,
represents a 1 in 2000 chance of it burning down. In some ways that is the true probability
based on existing knowledge yet the really true probability may be something quite different.
If a mouse has chewed through my electric cable insulation the true chance of a fire might



be 50%, but I don’t actually know. Therefore if I considered my house burning down a
disaster, small probability high impact event, if I just took the statistical frequency I might get
a totally different impression of the likelihood of it from what the truth is. This leads me to the
conclusion that even if you think the probability of an event is low, if the consequence is
disastrous it is worth putting a lot of effort into mitigating that risk if you possibly can. On the
other hand for many categories of risk looking at statistical assessments is desirable
because it gives you a basis for managing the risk in a rational way. Summing up I would
say yes it is always possible to quantify risk but I suspect it is always difficult to be sure you
have quantified it accurately.

Q. With reference to portfolio risk, Dr Goodman said if you are a small company for extreme
risks you will go out of business and therefore should not take them on. Professor Chapman
then made the distinction between BP with a big portfolio with the incentive to take on the
much higher risks on a range of portfolio risks on the basis that this was the best outcome
for the Company. My question is who is managing that risk? If the BP Board is managing
the overall risk does that mean that the project manager whose project fails or is twice over
budget for some reason has a great incentive not to be in that position because it reflects
badly on him. It goes back to the J factor as well. Government may take an overall portfolio
of risk but it is the Minister whose job is often on the line and they therefore, or even
individual civil servants, may take a slightly different view to the Government portfolio risk
approach. How, therefore, do you square the Board level response and the project manager
level response?

A. Professor Chapman suggested, as a quick answer, that you have to make sure that the
incentive systems within the organisation persuade people in general to operate in the best
interests of the Company. One thing that means is that if, as a project manager, you take a
risk where if you are unlucky things are not going to work other people in the organisation
have to be persuaded that it was a reasonable risk to take. So there has to be an
understanding in advance what you are doing and why and if it doesn’t work distinguishing
between bad luck and bad management is part of the purpose of the process. If the
company doesn’t know the difference between bad luck and bad management people will
quite properly protect their careers by not taking risks that would be in the best interests of
the company. This is one of the reasons for having effective risk management processes,
because you change behaviour.

Dr Goodman added that risk and reward were related. Some project managers were risk
averse They were not prepared to take the opportunity that being part of a big company
gave them.

Q. I would like to endorse what Professor Chapman said about the importance of taking
account of the variability as well as the expected level of risk. We have much evidence that
society, in the context of health and safety, is prepared to spend far more to prevent one
incident that might kill 100 people than 100 incidents that might each kill one person. Indeed
society is willing to spend much more to protect certain classes of people than others
depending on the circumstances. Which brings me to the point that the use of quantified risk
assessment is clearly an important element in decision making but on its own is not
sufficient to determine a decision, one needs to take into account other factors.

Summing up the Chairman said that he personally had found it a fascinating evening and
was delighted that the three speakers had given three quite different views on the subject,
the analysis of risk data, the analysis of management systems and the analysis of
engineering systems, however nobody could agree what risk is. Reference had been made
to the 1992 Royal Society report, very important in its time, but he wondered whether it is



now worth having another look, as things have certainly moved on. Finally he thanked again
the speakers for their excellent contributions, all those present who have made such
valuable comments and posed questions and finally our sponsors, Lloyd’s Register and Risk
Management Solutions who had made the event possible.


